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HPC GRIDWARE

Who We Are
The team that has built Grid Engine workload management since the 1990s — now its open-source stewards 

and commercial backers.

The original expert team
Founders who have developed 
workload management since the late 
1990s — the people who know this 
codebase deepest

Stewards of the open source

Actively advancing Sun Grid Engine 
as an open project: Open Cluster 
Scheduler, free and open at the core

Proven at scale
Decades managing complex HPC, 
GPU and MPI workloads — our 
software backed one of the first 
commercial clouds

3
Founders

30 yrs
Grid Engine Development

One Company
Regensburg, Germany

2
Editions: open + supported
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30 MINUTES

Agenda

01 The Lineage   Three decades: DQS → SGE → OCS & Gridware Cluster Scheduler  today

02 Two Editions, One Codebase   Open Cluster Scheduler (open) + Gridware Cluster Scheduler (supported)

03 Zero-Friction Compatibility   100% SGE compatible — containers, GPUs, MPI just run

04 What's New in 9.1.x   Binding, security, telemetry, licensing, SQL reporting

05 AI Is Here — and What's Next   MCP server shipping today; quantum, Posit ahead
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ENTERPRISE PROVEN

30+ Years of Continuous Development
One scheduler lineage — evolved, never abandoned. From the Distributed Queuing System, through Sun 

& Univa Grid Engine, to today's actively developed open-source project.

Open source core

Transparency & extensibility

Field-tested scheduling
Most demanding custom use 
cases

Enterprise reliability

Professional support & SLAs
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THE COMMITMENT

Two Editions, One Proven Codebase
We continue Grid Engine in the open — and offer a fully supported edition on top of it. Same core, your 

choice of model.

Open Cluster Scheduler

• Free & open source — community driven

• Full scheduler core

• Transparent, auditable, extensible

• Ideal for evaluation, research, self-support

Gridware Cluster Scheduler

• Enterprise-grade, fully supported edition

• Professional support, SLAs & expert team

• Certified, hardened, production-ready builds

• Adds premium features (qtelemetry, 
license-mgr…)
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ZERO FRICTION

Comprehensive Application Ecosystem

100% backward compatible
Works with existing Grid Engine (“SGE”) integrations - if not we make it work

All major MPI & DRMAA
C, Go, Java, Python — plus leading scientific apps

“qsub” is the industry norm
Workloads port with zero friction

New: extensible JSONL accounting
Track your own application metrics & resource requests

Gridware just runs your existing workloads.
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WHAT'S NEW

Gridware Cluster Scheduler Releases

9.0.x — Stability & Scalability

• Multi-threaded qmaster with auto-sessions

• Extensible job accounting (JSONL)

• qgpu — better NVIDIA GPU support (DCGM)

• qtelemetry — Prometheus / Grafana monitoring

• license-manager — direct FlexNet integration

9.1.x — Security, Performance, AI-Ready

• Encryption, Munge authentication, request limits

• Core- & memory-aware scheduling (binding)

• SQL reporting integration (BI / warehouse)

• MCP server in Qontrol for AI assistants

• Multi-server FlexLM pooling; qgpu cgroupv2 / 
eBPF device isolation

• Share-tree editor + tamper-evident ops log
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PERFORMANCE

New Core & Memory Binding
The problem:  without binding, jobs land on random cores. Every migration loses cached data and 
refetches from slower memory.

The solution:  Gridware guarantees placement — jobs only start when binding requirements are met.

Without Binding With Binding

Random core assignment Guaranteed placement

Cache misses on every migration Warm caches, higher hit rates

Cross-NUMA latency Local memory access

Unpredictable performance Consistent, repeatable results

What you can bind to

Cores & Threads
Pin tasks to specific compute units

L2 / L3 Caches
Communicating tasks share cache

NUMA Nodes
Keep memory local to compute

Binding eliminates the guesswork — jobs run where they perform best, every time.
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QTELEMETRY

Cloud-Native Monitoring & Insight
New in Gridware Cluster Scheduler (since 9.0.5):  qtelemetry

Instant telemetry with Grafana & Prometheus

Deploy full cluster dashboards in minutes

Prometheus-compatible metrics for seamless 
integration

Sample Grafana dashboards for rapid visibility
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LESS FRICTION

License Manager Integration — FlexNet

Since Gridware Cluster Scheduler 9.0.9:  license-manager and now with aliasing and license pooling

Connects & synchronizes
Licenses kept in sync between FlexNet and Gridware 
config

No manual setup
No hand-built license resources to maintain

No configuration drift
Constant automated updates keep state correct

External usage aware
Accounts for current and external license 
consumption

Configures license consumables available for qsub — and qtelemetry reports live license usage.
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WHAT'S NEW

Better Parallel Job (MPI) Support

New capabilities

New qsub “scope” request
Different resource values for master and worker tasks

Optional: ignore “worker” requests on master node
Multi-slot master task support

Updated MPI templates
Intel MPI, Open MPI, MVAPICH, …

New placeholder variables
$SGE_ROOT-independent PE templates

Why it matters

Better resource utilization

More fine-grained control

Better and simpler master-task limitation

Out-of-the-box MPI experience
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SHIPPING & EVOLVING

Qontrol — Modern Web UI & API
The cloud-native successor to qmon: a REST-API-backed UI that 

removes day-to-day administration friction — now with an AI access 

path built in.

Built on a REST API
Programmatic configuration for the whole cluster

“gitops”-compatible backend
JSON config with validation, diff and apply logic

MCP server + ops log
Read-only AI access; hash-chained, tamper-evident audit 
trail
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ZERO FRICTION

Containers Are First-Class Citizens
Modern runtimes run natively — no external daemon, no elevated privileges, full scheduler control. 

Containers are ordinary child processes: accounted, limited, cleaned up.

Apptainer/Singularity
De-facto HPC standard. Unprivileged, OCI-compliant, 
runs Docker images as SIF

enroot
NVIDIA runtime for GPU-accelerated AI containers 
(NGC, Parabricks…)

daemonless podman
Rootless execution that fits shared HPC environments

starter_method
Admins auto-wrap jobs in a standard container — users 
submit normally
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AI-READY

GPU Workloads — Desktop to Datacenter
One scheduler across the whole range: from an NVIDIA DGX Spark on a desk to a 

full datacenter — the same workloads, the same operational model.

qgpu device isolation (cgroupsv2 / eBPF)
Co-locate jobs safely; automatic CUDA_VISIBLE_DEVICES handling

Per-job GPU accounting
DCGM-backed consumption metrics surfaced via qacct

DGX Spark to datacenter
GB10 Grace-Blackwell desktop scaling to thousands of cores
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AI — SHIPPING TODAY

AI Is Already in the Cluster
Live in 9.1.x: a built-in read-only MCP server in Qontrol. AI assistants see everything — and 

change nothing.

Read-only by design
A dozen+ inspection tools, no write 
access — an agent can see all, 
change none

Secure by default
Off by default; bearer-token auth 
(API key / OAuth 2.1) over the same 
TLS as the UI

Works with your tools
HTTP mode for production; stdio 
mode for Claude Desktop & Claude 
Code

The foundation is real today: JSONL accounting + qtelemetry + SQL reporting feed it.



AI — SHIPPING TODAY

MCP server use-cases
Countless ways to put an LLM like Claude to work on your cluster — read-only, today.

Agentic HPC workflows · 
Drizti HPCBox

Pair Drizti's MCP server + agent with 
Gridware's to drive Ansys Fluent 
end-to-end

Posit data-science 
integration

Run R and Python workloads in your 
favorite IDE directly on the cluster - 
interact with MCP straight from the IDE

Job analytics & 
efficiency

Correlate requests vs. real usage; flag 
low-efficiency jobs and recurring failures

Find unused capacity

Surface idle GPUs, free licenses and 
under-used hosts before buying more

Diagnose stuck jobs

Ask why a job is pending and get 
plain-language scheduling explanations

Cluster Q&A & diagrams

Answer config questions, generate 
topology views, and audit what changed

Read-only by design — the agent sees everything, changes nothing.
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READ-ONLY MCP SERVER

One agent, every cluster signal
All read access flows through a single MCP server — six signal sources, zero write access.

AI agent
via Gridware MCP

Cluster configuration
Queues, hosts, PEs, scheduler 
& complexes

Host & GPU metrics
Live load, memory, GPUs, 
licenses

Live jobs & queues
Running, pending & held jobs; 
queue status

Job history & analytics
Finished jobs, usage, 
efficiency, failures

Fair-share tree
Share hierarchy; target vs. 
actual share

Operations log
Audit trail of every config 
change
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ON THE ROADMAP

Expanding the Ecosystem
Gridware as the scheduling solution for emerging AI, quantum and data-science platforms.

IN DEVELOPMENT

Pasqal — Quantum

Quantum computer integration via 

QRMI — schedule classical + quantum 

jobs together

READY FOR TESTING

Posit

Integration available through Posit. R / 

Python data-science workloads on the 

cluster

PARTNER

Drizti HPCBox

Provides its own MCP server and agent 

for end-to-end workflow automation 

and Gridware MCP server integration
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THE TAKEAWAY

Grid Engine continues — open and fully supported.

The original Grid Engine team continues the lineage — free and open.

Gridware Cluster Scheduler adds enterprise support & premium features.

Every release reduces friction — containers, GPUs, security, insight.

AI is here today (read-only MCP) — and the advisor vision is next.

Thank you  —  Daniel Gruber, Chief Solutions Officer & Co-Founder

hpc-gridware.com/blog   •   github.com/hpc-gridware   •   gridengine.eu

Meet us at 


