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The Big Questions
What this research is trying to answer …

Why is Metadata in HPC important?

How is the Metadata usually handled?

Can SQL survive in the wild jungle of HPC?

… Let’s find out

27.05.2025 © Fraunhofer SCAI3



RestrictedPage

HPC Metadata
What is it really?

HPC workflows are generating more metadata 

than ever.

Structured metadata (e.g., job logs, parameters, 

provenance) is growing complex and critical.

The problem: managing and scaling metadata efficiently 

is often overlooked.
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Roles of Metadata
What does it do?
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Metadata in HPC
Like what?

Genomic Sequencing Pipelines 
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Climate Modeling Earth 

System Simulation

Computational Fluid Dynamics 

for Aerospace
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Current Best Practices 

Popular Solutions

1. HDF5 Attributes and CF Conventions

2. YAML/JSON 

3. Standard Naming Schemas 
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https://www.neonscience.org/resources/learning-hub/tutorials/about-hdf5
https://marketplace.visualstudio.com/items?itemName=hilleer.yaml-plus-json
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Best Practices 
What about a normal SQL Database?

Many believe relational databases cannot handle HPC-scale data

But cloud SQL databases are evolving. PostgreSQL now supports horizontal scaling, indexing, parallel queries, etc.

Where is the limit?

The mission: can we use PostgreSQL to manage and scale metadata in HPC workflows on the cloud?

No buzzwords, just read data, real queries, and real performance testing.
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Objectives 

Shedding the light on the performance of relational databases 

Closely looking at the scalability of relational databases when handling HPC workloads especially for metadata 

storage and processing 

Opening the floor for more research towards the use of relational databases for HPC
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Key metrics like 

• latency, 

• concurrency, and 

• scalability

were analyzed to assess its performance for metadata management   

Methodology
How did we proceed?
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The Setup 
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Metadata structure: sequence ID, 
experiment type, region, timestamp.

Variables:
Dataset size: from 1,000 to 
20 million rows.

Clients: from 10 to 200 
concurrent threads.

Platform: PostgreSQL on AWS RDS.

Tooling: Python, psycopg2, 
threading, time monitoring.
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Results 

• PostgreSQL showed strong performance for moderate-scale metadata workloads.

• Efficiency declined significantly under high concurrency and with large datasets.

• This suggests that relational databases are viable for handling HPC metadata, within certain limits.

• Highlights the importance of resource provisioning and query/database optimization in SQL-based HPC 

environments.
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Results in Numbers
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Latency remained low and stable up to 50 clients but

increased significantly beyond that point, rising

sharply at 60 clients and spiking dramatically at 90

and 100 clients, indicating clear scalability limits.

Read operations stay efficient with small datasets, but

write operations degrade faster. As datasets grow,

both types of operations slow down significantly, with

writes remaining the bottleneck.

The graph shows that both dataset size and

concurrency contribute to rising latency, especially

when combined. This trend highlights scalability

challenges in handling large HPC workloads.
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What does that mean for HPC?
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When SQL works: small-
to-moderate workloads, 

structured metadata, 
reproducibility pipelines.

When SQL struggles: 
high-frequency writes, 

massive concurrent 
clients.

SQL is viable, but tuning 
and boundaries matter.
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Conclusions 
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This work benchmarks 
PostgreSQL in a cloud 
environment using simulated 
HPC-style client loads and 
dataset sizes.

The database was hosted on 
AWS RDS and accessed via 
pgAdmin

Results show that latency 
increases significantly with 
higher concurrency and larger 
datasets 

While this trend was expected, 
observing the curve helps 
predict PostgreSQL’s 
performance for specific HPC 
workloads

The findings suggest the need 
for optimization strategies and 
better resource allocation to 
manage HPC metadata 
efficiently
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Future Work
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Indexing 
strategies, 
partitioning, and 
caching.

01
Integration with 
workflow 
engines (e.g., 
SLURM).

02
Comparisons 
with NoSQL 
options like 
MongoDB.

03
Testing on live 
HPC systems or 
hybrid cloud-HPC 
pipelines.

04
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Thank you for your attention!
—
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