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Abstract

Operating a large scale HPC/AI environment presents many challenges. Among them 

getting the highest ROI (Return of Investment). A wide range of errors get in your 

way from achieving a high ROI. This presentation helps raise awareness and 

understanding of the different types of errors that one can run into over the 3-

5years life cycle of the HPC/AI environment and start thinking on avenues for 

addressing them. A comprehensive classification of errors by source (hardware, 

software, user), by type (misconfiguration, downtime, degradation) and by 

frequency (rarely, occasional, frequently), along with the corresponding examples 

is provided. The classification is presented sorted by the increase in severity 

and impact on ROI. A reliability metric is also provided to assess pragmatically 

the likelihood of a set of systems and components not failing within a window of 

time (i.e. the duration of a strong scaling parallel job).



Identification of errors

by source, type and frequency

+,++,+++ : increasing severity/impact in ROI(headaches)

• By source

+   Hardware failures 

++  System software failures 

+++  User software failures

+++  User error failures

• By type

+   Miss configuration

++  Unplanned Downtime

+++  Degradation

• By frequency

+   Rarely

++   Occasional

+++  Frequently



By Source: Hardware failures

• Hardware failures

o Hardware tier and device

▪ Compute: CPU + Accelerator

▪ Storage

▪ Network

o Recoverability type

▪ hard/cold reset

▪ Soft/warm reset

o Extent

▪ partial

▪ total



By Source: System software failures

• System Software failures
o System software stack 

▪ BIOS

▪ Hypervisor (optional)

▪ Firmware + drivers

▪ OS

▪ System library

▪ Middleware

o Recoverability type

▪ hard/cold reset

▪ Soft/warm reset

o Extent

▪ partial

▪ total

Hardware tiers and devices

BIOS Firmware

Drivers

System library

Operating system

Middleware

Hypervisor (optional)



By Source: User software failures

• User Software failures
o User Software stack 

▪ Container (optional)

▪ User mode driver

▪ User library

▪ Application framework

▪ Application Workflow

o Recoverability type

▪ hard/cold reset

▪ Soft/warm reset

o Extent

▪ partial

▪ total

Operating system

User mode driver

User library

Application Framework

Application workflow

Middleware

Container (optional)



By Source: User error failures

• User error failures

o Poor understanding of the hardware tiers and components

o Poor understanding of the software stacks

o Poor documentation of processes (missing, out of order steps)

o Lack of automation of processes (repeating errors)

o Lack of usage of profiling and monitoring tools

o Poor understanding of shared resources (congestion)

o Poor understanding of limited resources (oversubscription)

o Not keeping up with hardware and software evolution and trends

o Poor understanding of utilization and performance metrics

o Poor user support organization

o "involuntary" reckless user behavior



By Type: Miss configuration

• Miss configuration
o detected in early stages

▪ infrastructure hardening and readiness for production

o Hardware miss configuration 

▪ Type of component and binning (different HW releases)

▪ Amount and placement (underpopulated systems)

o Sofware miss configuration

▪ Release incompatibility across software stacks

• System software stack

• User software stack

▪ Incomplete installation

▪ Incomplete tuning

▪ Incomplete validation



By Type: Unplanned downtime

• Unplanned downtime
o Unplanned event where the hardware or the software stops 

working

▪ requires detection and intervention, it is a blocker.

o Hardware downtime

▪ The component fails to provide expected functionality

• Detected or undetected (silently or poorly detected)

• Permanently or temporarily

o Software downtime

▪ The component fails to provide expected functionality

▪ Detected or undetected (silently)

▪ Permanently or temporarily



By Type: Degradation

• Degradation
o The hardware or software "works" but underperforms

▪ requires detection and intervention, it is not a blocker.

o Hardware degradation

▪ The component fails to provide expected performance

• Detected or undetected (silently or poorly detected)

• Permanently or temporarily

o Software degradation

▪ The component fails to provide expected performance

▪ Detected or undetected (silently or poorly detected)

▪ Permanently or temporarily

o User degradation

▪ The user executes the application in suboptimal 

configuration.



Utilization and Performance definitions

• A product (hardware and software) is designed to provide

o well-defined capabilities (feature set) 

o with measurable benefits (metrics) 

o at competitive cost ($$)

o Max[U/P] is the expected ideal Utilization and Performance

o A hardware or software component can be utilized (busy) but 

not necessarily performing (efficiency)

Product Benefits

Feature set Utilization metrics Performance metrics 

Processing % with respect to MAXU

Capacity % with respect to MAXU

Speed % with respect to MAXP

Energy % with respect to MAXP



By Frequency: Rarely

• Rare event errors
o Event errors that happen less than once a year

o Very unlikely events

o "Corner" case 

o "Preventable" known problems

o Not to be confused with errors that happen

▪ during early stages

▪ scheduled maintenance

o Unplanned disasters

▪ Poor disaster recovery plans in place

o Poor automation

▪ Relying on ad hoc and manual intervention

o "Weak" single points of failure



By Frequency: Occasionally

• Occasional event errors
o Event errors that happen on a monthly or quarterly basis

o Long running jobs where the software and hardware are stressed 

for days non-stop.

▪ Numerical bug on the application (eg. Divergence of solver, 

poor initial stochastic conditions).

▪ Hardware component yield issue.

▪ Running out of disk capacity (avoidable problem).

o Shared resource (storage or network) impacted by other users.

o Power or cooling supply impacted.



By Frequency: Frequently

• Frequent event errors
o Event errors that happen on an hourly or daily basis

o These event errors do not happen necessarily on the same 

machine but across any of the machines within the large scale 

HPC/AI environment.

o An application running under that environment is highly 

disrupted either completely (blocking) or slowed down 

(underperforming).

o Current approaches for overcoming these errors are

▪ checkpointing and restarting/resuming the application 

on spare "healthy" servers (cheapest)

▪ Fault tolerance

• Hardware based, expensive but fast to implement

• Software based, less expensive but slow to implement



Likelihood of a given machine failing

• Probability of a given machine failing
o Follows Poisson distribution (Binomial distribution at the limit)

o k=number of failures within a given time t

o λ=number failures per unit of time (failure rate)

o P(X=k)=(λt)^k * exp(−λt)/ k!

o Example: A machine has an average hardware disk failure of 4 times 

in 3 years. λ = 4 / (3*365*24) = 0.000152 failures per hour.

o Mean time between failures = 1/λ = 6,578.9 hours between disk fail.

o Probability the machine will have one hardware disk failure in 24 

hours (within 1 day).

o P(X=1)=(0.000152*24)^1 * exp(−0.000152*24)/ 1! = 0.00364 (0.3% chance)

o Probability the machine will have ZERO hardware disk failures within 24 

hours

o P(X=0)=(0.000152*24)^0 * exp(−0.000152*24)/ 0! = 0.99635 (99.63% chance)



Likelihood of any machine failing

• Probability of any machine failing
o An HPC/AI cluster with N machines, named M1,m2,m3,…,mN

o k failures within t time

o Prob(any machine failing k times)

Pm1f(X=k) or Pm2f(X=k) or Pm3f(X=k) or ... or PmNf(X=k)

o Example: Probability any machine in the cluster failing one hardware disk 

within 1 day. Cluster size N=1000 machines.

Pm1f(X=1) or Pm2f(X=1) or Pm3f(X=1) or ... or PmNf(X=1)

0.00364 + 0.00364 + 0.00364 + .. + 0.00364 = 1000*0.00364 = 36.4% chance

o Prob(no machine failing)

Pm1f(X=0) and Pm2f(X=0) and Pm3f(X=0) and ... and PmNf(X=0)

o Example: Probability no machine in the cluster failing zero hardware 

disks within 1 day. Cluster size N=1000 machines.

Pm1f(X=0) and Pm2f(X=0) and Pm3f(X=0) and ... and PmNf(X=0)

0.99635 * 0.99635 * 0.99635 * … * 0.99635 = 0.99635^1000 = 2.58% chance



Likelihood HPC/AI app to fail at scale

• Let's assume
o Cluster size N=1000 servers

o Compute tiers: 2*CPUs + 2*8DIMMs, 8 GPUs + 8*HBMs

o Network tiers: 2*400G NICs CPU + 8*400G NICs GPU

o Storage tiers: 2*NVME CPU + 8*NVME GPU

o Software stack layers: 5 system layers + 5 user layers

o End users: 1000 users, 50 users concurrently running jobs

o Estimated Failure rates per year:

o CPU=1, GPU=1, memory=1, NICs=2, drives=1, software layer=2, users=5

o Prob(no machine failing) during the HPC/AI app run at scale.

Pm1f(X=0) and Pm2f(X=0) and Pm3f(X=0) and ... and PmNf(X=0)

o Pm[1-N]f(X=0) ?
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Likelihood HPC/AI app to fail at scale

<--- likelihood of 8k GPU successful 1hour-job

1024 GPU run can fail within 7hours (RSC-1 

cluster)

A
B

B

A



For more information

Boosting the productivity of your HPC/AI environment

https://www.system-stack.com
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