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“
“Civilization advances by extending 

the number of important 
operations which can perform 
without thinking about them

— Alfred North Whitehead, Introduction to Mathematics



Or why do you want to hear me….

• Sylabs - Singularity Software engineer

• RedHat - OpenShift Senior Software engineer

• NVIDIA - CloudNative Senior System Software Engineer

• PhD in Computer Science focused on DevOps for HPC

Who am i?

Senior Systems Software Engineer @ NVIDIA
Carlos Eduardo Arango Gutierrez.PhD



• Container Device Interface (CDI)

• Dynamic Resource Allocation (DRA)

• Kueue: Kubernetes-Native Queuing Controller

• Promises of Cloud-Native Supercomputing

Agenda



It’s a matter of abstraction 
Introduction
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or Section Divider

Container Device Interface 
(CDI)



What is CDI?

• CNCF sponsored initiative to standardize the way in which complex 
devices are exposed to containers (Accelerators)

• It is based on the Container Networking Interface (CNI) model and 
specification

• With CDI, a "Device" is more than just a single device node under /dev

• CDI defines a device as a high-level concept mapped to specific set of OCI 
runtime spec modifications

• These modifications include not just the inclusion of device nodes, but 
also filesystem mounts, environment variables, and container lifecycle 
hooks

• Vendors are responsible for writing CDI specs that define their devices in 
terms of these modifications

Container Device Interface



● CDI-enabled container runtimes are then responsible for reading these specs 
and making the proper modifications when requested to do so

● The list of container runtimes that already include support for CDI are:
○ Singularity (in progress for OCI mode)
○ Podman
○ Cri-o
○ Containerd
○ Docker (in progress moby#45134, cli#4084)

What is CDI?
Container Device Interface

https://github.com/sylabs/singularity/pull/1459
https://github.com/containers/podman/releases/tag/v3.2.0
https://github.com/cri-o/cri-o/releases/tag/v1.24.0
https://github.com/containerd/containerd/releases/tag/v1.7.0-beta.0
https://github.com/moby/moby/pull/45134
https://github.com/docker/cli/pull/4084


● Vendor = nvidia.com
DeviceClass = gpu
DeviceName = 0

● Fully-qualified CDI device name
nvidia.com/gpu=0

● Referencing this ensures that all get injected:
○ The /dev/nvidia0 device node
○ The /dev/nvidiactl control device node
○ A set of host-level libraries and hooks essential 

for working with NVIDIA devices in containers

● NOTE: This effectively obsoletes the need for running 
a hook to do GPU device injection, because everything 
these hooks have traditionally been responsible for can 
now be encoded in a CDI spec

---
cdiVersion: 0.5.0
kind: nvidia.com/gpu
devices:
- name: 0
  containerEdits:
   deviceNodes:
   - path: /dev/nvidia0
   deviceNodes:
   - path: /dev/nvidiactl
   mounts:
   - containerPath: /usr/lib/x86_64-linux-gnu/libnvidia-ml.so.460.91.03
     hostPath: /usr/lib/x86_64-linux-gnu/libnvidia-ml.so.460.91.03
     options: [ro, nosuid, nodev, bind]
   - containerPath: /usr/lib/x86_64-linux-gnu/libcuda.so.460.91.03
     hostPath: /usr/lib/x86_64-linux-gnu/libcuda.so.460.91.03
     options: [ro, nosuid, nodev, bind]
   - containerPath: /usr/bin/nvidia-smi
     hostPath: /usr/bin/nvidia-smi
     options: [ro, nosuid, nodev, bind]
   hooks:
   - hookName: createContainer
     path: /usr/bin/nvidia-ctk
     args:
     - /usr/bin/nvidia-ctk
     - hook
     - update-ldcache
     - --folder
     - /usr/lib/x86_64-linux-gnu

What is CDI?
Container Device Interface
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Dynamic Resource Allocation 
(DRA)



Dynamic Resource Allocation
What is DRA?

• New way of requesting access to resources available in Kubernetes 1.26+

• Provides an alternative to the “count-based” interface of e.g. nvidia.com/gpu: 2

• Puts full control of the API to request resources in the hands of 3rd-party 
developers

• Generalization of the PersistentVolume API for all types of resources

• Key concepts:
• ResourceClass → ClassParameters

• ResourceClaim(Template) → ClaimParameters



apiVersion: v1
kind: Pod
metadata:
  name: gpu-example
spec:
  containers:
  - name: ctr
    image: nvidia/cuda
    command: ["nvidia-smi", "-L"]
    resources:
      limits:
        nvidia.com/gpu: 1

What is Dynamic Resource Allocation?



apiVersion: v1
kind: Pod
metadata:
  name: gpu-example
spec:
  containers:
  - name: ctr
    image: nvidia/cuda
    command: ["nvidia-smi", "-L"]
    resources:
      limits:
        nvidia.com/gpu: 1

---
apiVersion: resource.k8s.io/v1alpha2
kind: ResourceClaimTemplate
metadata:
  name: gpu-template
spec:
  spec:
    resourceClassName: gpu.nvidia.com

---
apiVersion: v1
kind: Pod
metadata:
  name: gpu-example
spec:
  containers:
  - name: ctr
    image: nvidia/cuda
    command: ["nvidia-smi" "-L"]
    resources:
      claims:
      - name: gpu
  resourceClaims:
  - name: gpu
    source:
      resourceClaimTemplateName: gpu-template



apiVersion: v1
kind: Pod
metadata:
  name: gpu-example
spec:
  containers:
  - name: ctr
    image: nvidia/cuda
    command: ["nvidia-smi", "-L"]
    resources:
      limits:
        nvidia.com/gpu: 1

---
apiVersion: resource.k8s.io/v1alpha2
kind: ResourceClaimTemplate
metadata:
  name: gpu-template
spec:
  spec:
    resourceClassName: gpu.nvidia.com

---
apiVersion: v1
kind: Pod
metadata:
  name: gpu-example
spec:
  containers:
  - name: ctr
    image: nvidia/cuda
    command: ["nvidia-smi" "-L"]
    resources:
      claims:
      - name: gpu
  resourceClaims:
  - name: gpu
    source:
      resourceClaimTemplateName: gpu-template



apiVersion: v1
kind: Pod
metadata:
  name: gpu-example
spec:
  containers:
  - name: ctr
    image: nvidia/cuda
    command: ["nvidia-smi", "-L"]
    resources:
      limits:
        nvidia.com/gpu: 1

---
apiVersion: resource.k8s.io/v1alpha2
kind: ResourceClaimTemplate
metadata:
  name: gpu-template
spec:
  spec:
    resourceClassName: gpu.nvidia.com

---
apiVersion: v1
kind: Pod
metadata:
  name: gpu-example
spec:
  containers:
  - name: ctr
    image: nvidia/cuda
    command: ["nvidia-smi" "-L"]
    resources:
      claims:
      - name: gpu
  resourceClaims:
  - name: gpu
    source:
      resourceClaimTemplateName: gpu-template



apiVersion: v1
kind: Pod
metadata:
  name: gpu-example
spec:
  containers:
  - name: ctr
    image: nvidia/cuda
    command: ["nvidia-smi", "-L"]
    resources:
      limits:
        nvidia.com/gpu: 1

---
apiVersion: resource.k8s.io/v1alpha2
kind: ResourceClaimTemplate
metadata:
  name: gpu-template
spec:
  spec:
    resourceClassName: gpu.nvidia.com

---
apiVersion: v1
kind: Pod
metadata:
  name: gpu-example
spec:
  containers:
  - name: ctr
    image: nvidia/cuda
    command: ["nvidia-smi" "-L"]
    resources:
      claims:
      - name: gpu
  resourceClaims:
  - name: gpu
    source:
      resourceClaimTemplateName: gpu-template

Associated with the 
DRA Driver

and installed by the 
cluster admin



apiVersion: v1
kind: Pod
metadata:
  name: gpu-example
spec:
  containers:
  - name: ctr
    image: nvidia/cuda
    command: ["nvidia-smi", "-L"]
    resources:
      limits:
        nvidia.com/gpu: 1

---
apiVersion: resource.k8s.io/v1alpha2
kind: ResourceClaimTemplate
metadata:
  name: gpu-template
spec:
  spec:
    resourceClassName: gpu.nvidia.com

---
apiVersion: v1
kind: Pod
metadata:
  name: gpu-example
spec:
  containers:
  - name: ctr
    image: nvidia/cuda
    command: ["nvidia-smi" "-L"]
    resources:
      claims:
      - name: gpu
  resourceClaims:
  - name: gpu
    source:
      resourceClaimTemplateName: gpu-template

Associated with the 
DRA Driver

and installed by the 
cluster admin



apiVersion: v1
kind: Pod
metadata:
  name: gpu-example
spec:
  containers:
  - name: ctr
    image: nvidia/cuda
    command: ["nvidia-smi", "-L"]
    resources:
      limits:
        nvidia.com/gpu: 1

---
apiVersion: resource.k8s.io/v1alpha2
kind: ResourceClaimTemplate
metadata:
  name: gpu-template
spec:
  spec:
    resourceClassName: gpu.nvidia.com

---
apiVersion: v1
kind: Pod
metadata:
  name: gpu-example
spec:
  containers:
  - name: ctr
    image: nvidia/cuda
    command: ["nvidia-smi" "-L"]
    resources:
      claims:
      - name: gpu
  resourceClaims:
  - name: gpu
    source:
      resourceClaimTemplateName: gpu-template

Associated with the 
DRA Driver

and installed by the 
cluster admin



apiVersion: v1
kind: Pod
metadata:
  name: gpu-example
spec:
  containers:
  - name: ctr
    image: nvidia/cuda
    command: ["nvidia-smi", "-L"]
    resources:
      limits:
        nvidia.com/gpu: 1

---
apiVersion: resource.k8s.io/v1alpha2
kind: ResourceClaimTemplate
metadata:
  name: gpu-template
spec:
  spec:
    resourceClassName: gpu.nvidia.com

---
apiVersion: v1
kind: Pod
metadata:
  name: gpu-example
spec:
  containers:
  - name: ctr
    image: nvidia/cuda
    command: ["nvidia-smi" "-L"]
    resources:
      claims:
      - name: gpu
  resourceClaims:
  - name: gpu
    source:
      resourceClaimTemplateName: gpu-template

Associated with the 
DRA Driver

and installed by the 
cluster admin



apiVersion: v1
kind: Pod
metadata:
  name: gpu-example
spec:
  containers:
  - name: ctr
    image: nvidia/cuda
    command: ["nvidia-smi", "-L"]
    resources:
      limits:
        nvidia.com/gpu: 2

---
apiVersion: resource.k8s.io/v1alpha2
kind: ResourceClaimTemplate
metadata:
  name: gpu-template
spec:
  spec:
    resourceClassName: gpu.nvidia.com

---
apiVersion: v1
kind: Pod
metadata:
  name: gpu-example
spec:
  containers:
  - name: ctr
    image: nvidia/cuda
    command: ["nvidia-smi" "-L"]
    resources:
      claims:
      - name: gpu0
      - name: gpu1
  resourceClaims:
  - name: gpu0
    source:
      resourceClaimTemplateName: gpu-template
  - name: gpu1
    source:
      resourceClaimTemplateName: gpu-template



apiVersion: resource.k8s.io/v1alpha2
kind: ResourceClass
metadata:
  name: gpu.nvidia.com
driverName: gpu.resource.nvidia.com



apiVersion: resource.k8s.io/v1alpha2
kind: ResourceClass
metadata:
  name: gpu.nvidia.com
driverName: gpu.resource.nvidia.com
parametersRef:
    apiGroup: <api-group>
    kind: <class-parameters-kind>
    name: <class-parameters-name>



apiVersion: resource.k8s.io/v1alpha2
kind: ResourceClass
metadata:
  name: gpu.nvidia.com
driverName: gpu.resource.nvidia.com
parametersRef:
    apiGroup: gpu.resource.nvidia.com
    kind: GpuClassParameters
    name: non-sharable

apiVersion: gpu.resource.nvidia.com/v1alpha1
kind: GpuClassParameters
metadata:
  name: non-sharable
spec:
  shareable: false
  



apiVersion: resource.k8s.io/v1alpha2
kind: ResourceClaimTemplate
metadata:
  name: unique-gpu
spec:
  spec:
    resourceClassName: gpu.nvidia.com

apiVersion: resource.k8s.io/v1alpha2
kind: ResourceClaim
metadata:
  name: shared-gpu
spec:
  resourceClassName: gpu.nvidia.com

ResourceClaimTemplates create a new 
ResourceClaim each time they are referenced

(e.g. a unique GPU for each reference)

ResourceClaims refer to the exact same object 
each time they are referenced

(e.g. shared access to a GPU for each reference)



apiVersion: resource.k8s.io/v1alpha2
kind: ResourceClaim
metadata:
  name: shared-gpu
spec:
  resourceClassName: gpu.nvidia.com
  parametersRef:
    apiGroup: <api-group>
    kind: <claim-parameters-kind>
    name: <claim-parameters-name>



apiVersion: 
gpu.resource.nvidia.com/v1alpha1
kind: GpuClaimParameters
metadata:
  name: inference-gpu
spec:
  count: 1
  selector:
    orExpression:
    - productName: "*t4*"
    - andExpression:
      - productName: "*v100*"
      - memorySize:
          value: 16Gi
          operator: LessThanOrEqualTo

apiVersion: resource.k8s.io/v1alpha2
kind: ResourceClaim
metadata:
  name: shared-gpu
spec:
  resourceClassName: gpu.nvidia.com
  parametersRef:
    apiGroup: gpu.resource.nvidia.com
    kind: GpuClaimParameters
    name: inference-gpu



● ResourceClaim(Template)
○ Represents an actual resource allocation to be made by a resource driver
○ Created by an end-user
○ Can include optional set of ClaimParameters with custom API

apiVersion: resource.k8s.io/v1alpha2
kind: ResourceClaim
metadata:
  name: shared-gpu
spec:
  resourceClassName: gpu.nvidia.com
  parametersRef:
    apiGroup: gpu.resource.nvidia.com
    kind: GpuClaimParameters
    name: inference-gpu

apiVersion: 
gpu.resource.nvidia.com/v1alpha1
kind: GpuClaimParameters
metadata:
  name: inference-gpu
spec:
  count: 1
  selector:
    orExpression:
    - productName: "*t4*"
    - andExpression:
      - productName: "*v100*"
      - memorySize:
          value: 16Gi
          operator: LessThanOrEqualTo
  sharing:
    strategy: MPS



apiVersion: v1
kind: Pod
metadata:
  name: gpu-example
spec:
  containers:
    - name: ctr0
      resources:
        claims:
        - name: gpu
    - name: ctr1
      resources:
        claims:
        - name: gpu
resourceClaims:
  - name: gpu
    source:
      resourceClaimName: shared-gpu



apiVersion: v1
kind: Pod
metadata:
  name: gpu-example
spec:
  containers:
    - name: ctr0
      resources:
        claims:
        - name: gpu
    - name: ctr1
      resources:
        claims:
        - name: gpu
resourceClaims:
  - name: gpu
    source:
      resourceClaimName: shared-gpu

Shared access to
same underlying GPU



apiVersion: v1
kind: Pod
metadata:
  name: gpu-example
spec:
  containers:
    - name: ctr0
      resources:
        claims:
        - name: gpu
    - name: ctr1
      resources:
        claims:
        - name: gpu
resourceClaims:
  - name: gpu
    source:
      resourceClaimName: shared-gpu

Shared access to
same underlying GPU

apiVersion: v1
kind: Pod
metadata:
  name: gpu-example0
spec:
  containers:
    - name: ctr
      resources:
        claims:
        - name:gpu
resourceClaims:
  - name: gpu
    source:
      resourceClaimName: shared-gpu

apiVersion: v1
kind: Pod
metadata:
  name: gpu-example1
spec:
  containers:
    - name: ctr
      resources:
        claims:
        - name:gpu
resourceClaims:
  - name: gpu
    source:
      resourceClaimName: shared-gpu

Shared access to same
underlying GPU



GPU MULTI-PROCESS SERVICE

A B C

CUDA MULTI-PROCESS SERVICE CONTROL

Dynamically partition a 
GPU into smaller GPUs 

(i.e. MIG Devices)

Provide shared access
to a MIG Device (with additional 

memory partitioning) through CUDA’s 
multi-process service (MPS)

Memory Partitions

Physical Partitioning   +   Logical Partitioning

Demo on NVIDIA GPUs

https://docs.google.com/file/d/1sU1ZhY4zNKBtXAeVx3sozHT0PuDz4-Qf/preview
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Kueue: Kubernetes-Native 
Queuing Controller



sigs.k8s.io/kueue
Kueue

• A job queuing operator
• Slim implementation
• Maximum reuse of core K8S
• Full compatibility with ecosystem



Job API 

Batch User deploy jobs using 
the built-in Job API

Batch User just sets the queue name 



ClusterQueue API

● total pod requests of workloads 
dispatched via the flavor

● it doesn’t guarantee existence of 
resources

The “nlp” team can use unused quota from 
other ClusterQueues in the “research” cohort



● Taints must be tolerated by the job 
to use the flavor

● A specific flavor can be selected 
using nodeAffinity/nodeSelector

ResourceFlavor API

Taints must be tolerated by the job to use the 
flavor



sigs.k8s.io/kueue
Kueue

• A job queuing and elastic quota 
manager

• No reimplementation of existing 
functionality (autoscaling, pod 
scheduling and job lifecycle 
management) 

• Built-in support for batch/v1.Job 
api, with APIs for integrating 
custom workloads

• Supports fair-sharing and resource 
flexibility



sigs.k8s.io/kueue
Kueue - Road Map

• Job preemption
• Scalability improvements
• Integrations with common custom 

workloads: Spark, Kubeflow etc.
• Budgets
• Multi-cluster
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Promises of Cloud-Native 
Supercomputing



Adopting CloutNative for HPC
It’s all about abstracting the complexity from the user



Adopting CloutNative for HPC
Velocity at HPC Scale

The scientific method DevOps method



Cloud Native is bridging the gap

• JobSet -> https://github.com/kubernetes-sigs/jobset 

• MPI-Operator -> https://github.com/kubeflow/mpi-operator 

• Kueue -> https://github.com/kubernetes-sigs/kueue 

• Topology Aware Scheduling -> 
https://kubernetes-sigs.github.io/node-feature-discovery/v0.13/usage/nfd-to
pology-updater.html#nfd-topology-updater 

• 1:1 pod to node assignment -> 
https://github.com/kubernetes/kubernetes/issues/105287 

•  WG-Batch -> 
https://github.com/kubernetes/community/blob/master/wg-batch/charter.md 

HPC now a need for Cloud Native workloads

https://github.com/kubernetes-sigs/jobset
https://github.com/kubeflow/mpi-operator
https://github.com/kubernetes-sigs/kueue
https://kubernetes-sigs.github.io/node-feature-discovery/v0.13/usage/nfd-topology-updater.html#nfd-topology-updater
https://kubernetes-sigs.github.io/node-feature-discovery/v0.13/usage/nfd-topology-updater.html#nfd-topology-updater
https://github.com/kubernetes/kubernetes/issues/105287
https://github.com/kubernetes/community/blob/master/wg-batch/charter.md



