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unifyrs

§ Whatis UnifyFS?

St mply put, 1t’s a file system for
burst buffers int main(int argc, char **argv) { void checkpoint(void) {

MPI Init(argc, argv); int rank;

Our goal is to make using burst
buffers on exascale systemsessy

for (t = @; t < TIMESTEPS; t++) { MPI_Comm_rank(MPI_COMM WORLD, &rank);

iti i PO R ee AA—Ftte ="“/pfs/sharedchpt™;
as writing to the parallel file system _ file = “/unifyfs/shared.ckpt”;
and orders of magnitudéaster ) checkpoint(): i1e *fs - fopen(File, “w);

MPI _Finalize(); if (rank == @)
fwrite(header, ..., fs);
return ©;  The only required
} change is to use long offset = header size +
/unifyfs instead rank*state_size;
of /pfs fseek(fs, offset, SEEK SET);
fwrite(state, ..., fs);
fclose(fs);
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& WhatisunifyFS

ASimplyput , it’s a file system for

burst buffers UnifyFS Write Performance on Summit BBs

AOur goal is to make using burst

buffers onexascalesystems agasy 3 5000
as writing to the parallel file system =, = = write RAM
and orders of magnitudéaster g = Write RAM+SSD
S 3000 m Batched Write RAM
A Results on Summit show 3 Batched Write RAM-+SSD
scalable write performance for & 2000
UnifyFSwith shared files on burst %1000
buffers - o I
16 32 64 128 256 512 1024

Number of Processes
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§ Writing data to the parallel file system is expensive

Compute Nodes

AN ‘ L

Network contention
N\ /

I/O Nodes

‘ ‘ Contention forsharedfile
systemresources

General purpose file
system semantics

Contention from other
clusters for filesystem
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§ HPC Storage is becoming more complex

LLNEPRES11657

Local burst buffer model

(G

UnifyFSTutorial

Shared burst buffer model
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§ HPC Storage is becoming more complex

Local burst buffer model Shared burst buffer model

- Good:
Good: _ - Easy for applications
- Fast, no contention that write shared files
problems Easyfor

- Potential for excellent

: producer/consumer
scaling performance

applications
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§ HPC Storage is becoming more complex

Local burst buffer model

Good:
- Fast, no contention

problems
- Potential for excellent
scaling performance

CTED

LLNEPRES11657

UnifyFSTutorial

Shared burst buffer model
‘
Good:

- Easy for applications
that write shared files

- Easy for ensemble
applications

-
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. UnifyFS targets local burst buffers because they are fast and scal

-B-RAM Disk Single
=&-RAM Disk Partner
=@-RAM Disk XOR
-8-SSD Single
SSD Partner
-©-SSD XOR
——Parallel File System (10 GB/s peak)

4 16

1000x faster than the
parallel file system

\ 10,000

1,000

100

10

256 1024

Atlas Nodes**

**Measurements of local storage performance taken with SCR (The Scalable Checkpoint/RestartHtipsaig)thub.com/linl/scr

300x faster than the
parallel file system

-B-RAM Disk Single
=+RAM Disk Partner
=¢RAM Disk XOR
——5SD Single
=4&-SSD XOR

SSD Partner

-e-Parallel File System (160 GB/s peak)

2 4 8 16
Lassen Nodes**

\ 100,000

10,000

1,000

100

GB/s

10
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. UnifyF3nakes sharing files on notlical burst buffers easy and fast

Sharing files on nodcal burst buffers is not natively supported

E § § § 8 § §® ©
/unifyfs

UnifyFSmakes sharing filesasy
UnifyFSresents a shared namespace across distributed storage

Used directly by applications or indirectly via higher level libraries/gkeC MPHO, HDF5PnetCDFADIOS, etc.

UnifyF3s fast
Tailored for specific HPC workloads, e.g., checkpoint/restart, visualization output
EachUnifyFSnstance exists only within a single job, no contention with other jobs on the system
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iy UnifyF3s designed to work completely in user space for a single
dza SNXda <220

unifyfs start Zmount=/unifyfs Batch Job Manager
# run applications and tasks...

unifyfs terminate

Dynamic File System for
Each Job

HPC Application
(N-1, N-N Checkpointing, Collective I/O with Scientific I/O Libraries)

Checkpoint/Restart Lib: Scientific I/O Lib: HDF5,
SCR, VeloC MPI-l O, & Standard POSIX I/O

UnifyFS

User level I/O interception Fast data writes to node local storage

. : Transer APl to move data to/from
Data visible gl oball :
parallel file system

LLNEPRES11657 UnifyFSTutorial https://github.com/LLNL/UnifyFS



unifyrs

§ UnifyFS optimizes on typical HPC application I/O behaviol

int main(int argc, char* argv(]){
MPI_Init (argc, argv);

@6 oo
g

read_input();

for( int t=0;t<TIMESTEPS; t++)
{

[* ... Do work ¥
[* ... Synchronization ... */

write_output();

}

MPI_Finalize ();
return O;

LLNEPRES11657 UnifyFSTutorial https://github.com/LLNL/UnifyFS
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§ UnifyFS optimizes on typical HPC application I/O behaviol

int main(int argc, char* argv]){ Q ‘ ‘ ‘ ‘ Q
MPI_Init (argc, argv);

g

read_input();

for( int t=0;t<TIMESTEPS; t++)
{

[* ... Do work ... */
[* ... Synchronization ... */

write _output();

} /A Reads and writes occur in distinct phases \

MPI_Finalize ();
return O;
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§ UnifyFS optimizes on typical HPC application I/O behaviol

int main(int argc, char* argv[]) { Q ‘ ‘ ‘ ‘ Q
MPI_Init (argc, argv);

read_input();

for( int t=0;t<TIMESTEPS; t++)
{
[* ... Do work ... */

[* ... Synchronization ... */

write _output();
/A Reads and writes occur in distinct phases \

} A Reads and writes are performed to regular offsets in files (not
MPI_Finalize (): random writes or reads)

return O;

. 4
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§ UnifyFS optimizes on typical HPC application I/O behaviol

int main(int argc, char* argv[]) { Q ‘ ‘ ‘ ‘ Q
MPI_Init (argc, argv);

for( int t=0;t<TIMESTEPS; t++)
{
[* ... Do work ... */

[* ... Synchronization ... */

read_input();

write_output();

/A Reads and writes occur in distinct phases \
} A Reads and writes are performed to regular offsets in files (not
MPI_Finalize (): random wri.tes or reads) | | _
ST @ ’ A When reading, a process will most likely access data it wrote

. 4
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§ UnifyFS optimizes on typical HPC application I/O behaviol

int main(int argc, char* argv[]) { Q ‘ ‘ ‘ ‘ Q
MPI_Init (argc, argv);

read_input();

for( int t=0;t<TIMESTEPS; t++)
{
[* ... Do work ... */

[* ... Synchronization ... */

write_output();

/A Reads and writes occur in distinct phases \
} A Reads and writes are performed to regular offsets in files (not
MPI_Finalize (): random wri.tes or reads) | | _
return O: ’ A When reading, a process will most likely access data it wrote
’ A These behaviors are typical of common HPC workloads

\ A Checkpoint/restart, periodic output, producer/consumer/
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§  yATec{ FTAtSa FINB Ft20I ¢,
Based on typical | / O behavior I n HPC aj

Before lamination processes may not see updates written by processes on another noc

Once processes are done modifying a file, they initiate lamination
The lamination process renders your file remuly and synchronizes file data across nodes in your job
Now any process on any node can read the final state of the file
And you can transfer data to external storage
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§  yATec{ FTAtSa FINB Ft20I ¢,

Based on typical | / O behavior I n HPC aj
Before lamination processes may not see updates written by processes on another noc

Once processes are done modifying a file, they initiate lamination
The lamination process renders your file remuly and synchronizes file data across nodes in your job
Now any process on any node can read the final state of the file
And you can transfer data to external storage 1000 Read Bandwidth

M Original metadata strategy
Optimized metadata strategy for node local data access

Optimized metadata strategy for process local data access

100

GB/s

. me I i
4 8

1 2 Nodes
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@ b2g F2NI I Gdzi2NRALF X

Aget and buildUnifyFS |
Abuild your application to us&nifyFS Junifyfs

Aset up your application environment to uskifyFS
Arun your application withUnifyFS

Amove your data between UnifyFS atie parallel file system
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§ Howdo I get and builtinifyFS

GotSpack

https://github.com/spack/spack
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unify

§ Howdo I get and builtinifyFS

GotSpack

$ spack install  unifyfs

$ spack load unifyfs

LLNLPRES11657 UnifyFSTutorial https://github.com/LLNL/UnifyFS
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‘ Howdo | modify my MPI application 1dnifyF3

int  main(int argc,char* argv]]) {
FILE *fp;
//[program initialization
[IMPI setup

[/perform I/O
fp = fopen(2 Yastre YAOA Ot O@d(QPeat 2xe
fprintf  (fp, 2( A1 11T 71 Ol An ) RI )OATE

fclose (fp);
//clean up

return O;
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unify

‘ Howdo | modify my MPI application 1dnifyF3

Nt main(int argc,char* argv]]) {
FILE *fp;
//[program initialization
[IMPI setup

/[/perform I/O
fp = fopen (2 unifyfs YAOAOt Oad(eat 2xe
fprintf (fp, 2( A1 17T 71 Ol An ) RI )OAT E

fclose (fp);
//clean up

return O;
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‘ Howdo Imodify my serial application fanifyFS

Nt main(int argc,char* argv]]) {
FILE *fp;
//[program initialization
unifyfs_ mount s 2uvifyfs 2 & K

[/perform I/O
fp = fopen (2 unifyfs YAOAOt OdQPat 2xe
fprintf  (fp, 2( A1 11T 7) Ol Ane

fclose (fp);

//clean up
unifyfs_unmount ();
return O;
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§ HowdoesUnifyFSntercept I/O calls?

Static Linking

$ mpicc -0 hello ~<unifyfs >/bin/ unifyfs -config -- pre -Id - flags

hello.c ‘< unifyfs >/bin/ unifyfs -config -- post -Id - flags

Dynamic Linking (Recommended method)
UsingSpackma kes t hi s \sgackipadendyts'y)! (] ust
We use the Gotcha library folynamic interception

$ mpicc -0 hello TL<unifyfs >/lib  hello.c - lunifyfs_gotcha

LLNLPRE®11657 UnifyFSTutorial https://github.com/LLNL/UnifyFS
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§ Howdo I set up my code to run withnifyFS?

UnifyFSorovides the following ways to set configuration settings
A systerawide configuration file i etc / unifyfs / unifyfs.conf

Environment variables

Command line options aunifyfsstart’
Only available for some config options

Linkto detailed breakdown of allunifyFSconfiguration options:
https://unifyfs.readthedocs.io/en/dev/configuration.html
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unify

& How do run my codevith UnifyFS?

Easiest method: Sta& stopUnifyF3n your batch script

### allocate nodes and options for resource manager
#BSUBZ 1 1 AAO =7 A
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unify

& How do run my codevith UnifyFS?

Easiest method: Sta& stopUnifyF3n your batch script
Command ‘uni fyfs start’ | aunches Uni fyFS for

### allocate nodes and options for resource manager
#BSUBZ 1 1 AAO =7 A

### shell command portion of batch script
unifyfs  start 2 share - dir =/shared/file/system/path - Zmount=/ unifyfs

unify unify unify unify unify unify unify unify
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unify

& How do run my codevith UnifyFS?

Easiest method: Sta& stopUnifyF3n your batch script
Command ‘unifyfs start’ | aunches Uni fyFS for

### allocate nodes and options for resource manager
#BSUBZ 1 1 AAO =7 A

### shell command portion of batch script
unifyfs  start 2 share - dir =/shared/file/system/path - Zmount=/ unifyfs

unify unify unify unify unify unify unify unify

E § & B fi B 8 B
S

/unify
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& How do run my codevith UnifyFS?

Easiest method: Sta& stopUnifyF3n your batch script
Command ‘uni fyfs start’ | aunches Uni fyFS for
Run your command as usual and use the path /unifyfs to direct data to UnifyFS

### allocate nodes and options for resource manager
#BSUBZnnodes ~ A

### shell command portion of batch script
unifyfs  start 2 share - dir =/shared/file/system/path - Zmount=/ unifyfs
jsrun  Zp 4096 ./hello

hello hello hello hello hello hello hello hello

unify unify unify unify unify unify unify unify

E § & B fi B 8 B
S

/unify
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unify

& How do run my codevith UnifyFS?

Easiest method: Sta& stopUnifyF3n your batch script
Command ‘uni fyfs start’ | aunches Uni fyFS for
Run your command as usual and use the path /unifyfs to direct data to UnifyFS

### allocate nodes and options for resource manager
#BSUBZnnodes ~ A

### shell command portion of batch script
unifyfs  start 2 share - dir =/shared/file/system/path - Zmount=/ unifyfs
jsrun  Zp 4096 ./hello

hello hello hello hello hello hello hello hello

y y v v v v ¥ ¥
unify unify unify unify unify unify unify unify

E § & B fi B 8 B
S

/unify
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unify

& How do run my codevith UnifyFS?

Easiest method: Sta& stopUnifyF3n your batch script

Command ‘uni fyfs start’ | aunches Uni fyFS for
Run your command as usual and use the path /unifyfs to direct data to UnifyFS
Command ‘uni fyfs terminate’ cleans up the Unif

### allocate nodes and options for resource manager
#BSUBZnnodes ~ A

### shell command portion of batch script
unifyfs  start 2 share - dir =/shared/file/system/path - Zmount=/ unifyfs

jsrun  Zp 4096 ./hello
unifyfs  terminate

unify unify unify unify unify unify unify unify

E § & B fi B 8 B
S

/unify
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& How do run my codevith UnifyFS?

Easiest method: Sta& stopUnifyF3n your batch script

Command ‘uni fyfs start’ | aunches Uni fyFS for
Run your command as usual and use the path /unifyfs to direct data to UnifyFS
Command ‘uni fyfs terminate’ cleans up the Unif

### allocate nodes and options for resource manager
#BSUBZnnodes ~ A

### shell command portion of batch script
unifyfs  start 2 share - dir =/shared/file/system/path - Zmount=/ unifyfs

jsrun  Zp 4096 ./hello
unifyfs  terminate

unify unify unify unify unify unify unify unify
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unify

& How do run my codevith UnifyFS?

Easiest method: Sta& stopUnifyF3n your batch script

Command ‘uni fyfs start’ | aunches Uni fyFS for
Run your command as usual and use the path /unifyfs to direct data to UnifyFS
Command ‘uni fyfs terminate’ cleans up the Unif

### allocate nodes and options for resource manager
#BSUBZnnodes » A

### shell command portion of batch script

unifyfs  start 2 share - dir =/shared/file/system/path - Zmount=/ unifyfs
jsrun  Zp 4096 ./hello

unifyfs  terminate
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& How do run my codevith UnifyFS?

Alternative method: Resource manager integration
UnifyFS can be started by EGEM (e.g. on Summit) bitirequires administrator support to install
To start from within your batch script, add a BSUB command
Command launches UnifyFS at the start of your job and cleans it up at the end

### allocate nodes and options for resource manager

#BSUBZl 11 AAO 7 A
#BSUBZalloc_flags UNIFYFS

From the command line on a login node, execute

bsub Zalloc flags unifyfs <other bsub options> jobscript.|sf

Support for integration with SLURM is in development
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§ How do | move my data into and out of UnifyFS?

AThree ways to move data between UnifyFS and the parallel file system
AUnifyFS transfer program
AUnifyFS transfer API
ASt age in and out options with UnifyFS command
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‘ How do | move my data into and out of UnifyFS?

Easiest method: Use Unifyfe® mmand | 1 ne program ‘“trans

transfer.exe <source> <destination>
Source or dest needs to exist in UnifyFS
The other location is an external storage location like the parallel file system
Make sure the files that you transfer out are laminated before exiting with a call to chmod (shown on next slide)

### allocate nodes and options for resource manager
#BSUBZnnodes ~ A

### shell command portion of batch script

unifyfs  start Z- share - dir =/shared/file/system/path - Zmount=/ unifyfs
jsrun  Zp 4096 ./hello

jsrun  Zrl transfer  -static/ unifyfs /filel /scratch/ mydir /filel

unifyfs  terminate
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‘ How do | move my data into and out of UnifyFS?

Method #2: UnifyFS transfer API
Int unifyfs_transfer file_serial(source, dest)
Int unifyfs_transfer_file parallel(source, dest)

int main(int argc,char* argv[) {
FILE * fp;
//[program initialization & MPI setup

fp = fopens 2uviifyfs /out. txt 2+ &Zx2 4§ K

forintt  (fpt 2( AT 1T 71 O1 An )RI OATE {1Ast OAT E&K
fclose (fp);

YY la@inate 2 OEA £EI A O ET AEAAOA O 51 EAU&3 UI O
chmod Zcuviifyfs /out. txt 2+ dzifmMms K

Il transfer data to PFS with UnifyFS API call
unifyffs OOAT OFEAOMAEEI|T A mbiyf® Adul. Axt & 2 Yrfiich/out. txt 2 & K

//[program clean up & MPI finalization
return O;

LLNLPRE®11657 UnifyFSTutorial https://github.com/LLNL/UnifyFS
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‘ How do | move my data into and out of UnifyFS?
Method #2: UnifyFS transfer API

Int unifyfs_transfer file_serial(source, dest)
Int unifyfs_transfer_file parallel(source, dest)

A“chmod” is curre
method for lamination
A (Near)future methods we plan to
int main(int argc,char* argv[) { support
FILE* fp; A Laminate on close()
//[program initialization & MPI setup I e - unmount() (either

fp = fopens 2uviifyfs /out txt 2+ &Zx2 4§ K eXpI'_C't API _Ca” or autmount)
ARG ISV R AN I VIR N I Y -\ A Laminate with API call, e.g.,
fclose (fp); unifyfs_laminate

AExpect to be able to specify which
YY lainate 2 OEA &£EI A O _£1 AEAAOA OI method you want when you start up
chmod Zcuviifyfs /out. txt 2+ dzim&Es K UnifyFS

Il transfer data to PFS with UnifyFS API call

unifyffs OOAT OFEAOMAEEI|T A mbiyf® Adul. Axt & 2 Yrfiich/out. txt 2 & K

//[program clean up & MPI finalization
return O;

nt |
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Q How do | move my data into and out of UnifyFS?

Method #3: UnifyFS start command
Use thecommand liné - stage -in and i stage - out options
Make sure your application laminates the files with chmod before exiting
This command will take all files from UnifyFS and transfer it to the stage out path

$ unifyfs start -- stage - in=/ path/to/parallel/file /system/inputs
-- stage - out=/ path/to/parallel/file/system/outputs
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& Can I use UnifyFS if | use an I/O library?

Yes! UnifyFS works with HDF5 I/O as well as other 1/O libraries

int main(int argc, char* argv([]) { void checkpoint(dset data) {

MPI_Init(argc, argv); int rank; char file[256];
MPI_Comm_rank(MPI_COMM_WORLD, &rank);

for(intt=0; t < TIMESTEPS; t++)

{ OPOET O/&s £EI At

[* ... Do work ... */
AEI AMEA " (&1 PAT s £ET At A
AOAOMEA " (Is$1 PAT s £ZEI AME
checkpoint(dset_data);

} (Is$70EOAs AOAOMEAt At AOACQ
H5Dclose(dset_id);

MPI_Finalize(); H5Fclose(file_id);

return O;
return;
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unify

& Can I use UnifyFS if | use an I/O library?

Yes! UnifyFS works with HDF5 I/O as well as other 1/O libraries
We are partnered with HDF5 in ECP so we test it the most
Build and run your application with UnifyFS, change the path

int main(int argc, char* argv([]) { void checkpoint(dset data) {

MPI_Init(argc, argv); int rank; char file[256];
MPI_Comm_rank(MPI_COMM_WORLD, &rank);

for(intt=0; t < TIMESTEPS; t++)

{ OPOEIT O&s AkiyiAtY @EYAOA At AEDPO

[* ... Do work ... */
AEI AMEA " (&1 PAT s £ET At A
AOAOMEA " (Is$1 PAT s £ZEI AME
checkpoint(dset_data);

} (Is$70EOAs AOAOMEAt At AOACQ
H5Dclose(dset_id);

MPI_Finalize(); H5Fclose(file_id);

return O; chmod(file, 0444);
return;
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. Wanna learrmore?

Docs » UnifyFS: A file system for burst buffers

New features and improvements being
added all the time

Documentation and user support

User Guidehttp://unifyfs.readthedocsio
Down at the bottom, wher e EE=E « Assumptions

Application Behavior

C h O S e “ m get tlhed,ateﬁ mformatlon HERLIL ptions Consistency Model

Build & I/0O Interception > File System Behavior
unifycr@exascaleprojedrg
: ; « Build & I/0 Interception
UnifyFS Configuration .
UnifyFS Build Configuration Options
How to Build UnifyFS

Example programs available in the

» Mounting UnifyFS
11

exampl es” dir ect O . po C 0 d ¢

Style Guides « UnifyFS Configuration

UnifyFS: A file system for burst buffers

User Guide

e Overview

High Level Design
« Definitions

Job

Run or Job Step

Overview

Starting & Stopping in a Job

unifyfs.conf
Testing Guide y 8
Environment Variables

Wrapper Guide Command Line Options

« Starting & Stopping in a Job

& Read the Docs Starting UnifyFS
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§ We need you!

UnifyFS: A £ drst buffers

. . User Guide
{ main(int argc, char **argv) { void checkpoint(void) {
Our goal is to provideasy, portable andfast . id e i)
1 1 C o High Level Design TS - 0; t < TIMESTEPS; t+) { MPI_Comm_rank(MPI_COMM WORLD, &rank);
support tor purst butiers 1or applications - oo S
s ek /* do work ... */ Af—fite—=/pfs [charad-chpt;
file = “/unifyfs/shared.ckpt”;
o Run or Job Step checkpoint();
W d I « Assumptions } File *fs = fopen(file, “w”);
e nee ear y users o Application Behavior MPI_Finalize(); if (rank == 0)
o Consistency Model fwrite(header, ..., fs);
File System Behavior return 05 The only required
i o File System be ‘V" ‘ } change is to use long offset = header_size +
What features are most important to you
p y « Build & I/0 Interception of /pfs Eiil‘zgw(‘;agifset, SEEI)(TSET);
o UnifyFS Build Configuration Options fclose(fs); C ’

Available orgithub:
https://qgithub.com/LLNL/UnifyFS et

« UnifyFS Configuration

- o unifyfs.conf
M IT Ilcense o Environment Variables

o Command Line Options

« Starting & Stopping in g =~

Read Bandwidth

m Original metadata strategy

Documentation and user support
User Guidehttp://unifyfs.readthedocs.io

unifyfs@exascaleproject.org

Optimized metadata strategy for node local data access

Optimized metadata strategy for process local data access
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